Batched backprop: dense layers on a minibatch

Ten problems on backprop with a minibatch: the dense layer XW + 1b™ and its gradients X'dY,
dY"™ and dY W', why a sum over the batch becomes a matrix product, the 1/N of a mean loss,
activations and masked softmax cross-entropy on a batch, micro-batch accumulation and
sequence batches, with worked solutions and the mistakes that transpose, double-count or
drop a factor.

BEFORE YOU START

Every earlier page did its derivations one example at a time and then stacked the results.
Real training runs a whole minibatch through each layer as one matrix, and the backward
pass is written the same way. These ten problems take a dense layer in the layout most
array code uses, XW + 1b', derive its three gradients from index form, show where the
sum over the batch hides inside a matrix product, and then follow the batch dimension
through a mean loss, an activation, a masked loss, gradient accumulation and sequences.
The five mistakes at the end are the ones that pass a quick look: a weight gradient in the
other layout, a 1/N applied twice, W where W' belongs, an elementwise derivative used
as a matrix, and micro-batch gradients summed instead of averaged.

« The conventions are those of the previous pages: a gradient has the shape of the
variable it is taken with respect to, © is the elementwise product, 1 is the all-ones
vector, and rows are examples.

« The dense layer: input X € RV*? with row n equal to (™7, weights W € R¥™, bias
bc R™ and output Y = XW + 1b" € RV*™ with row n written y(™ . This is the
layout of most array code, which stores W as inputs by outputs; the one-hidden-layer
page used the other layout, XW," + 1b] with W; outputs by inputs.

» Lis ascalar loss computed from Y by the layers above. For any array A in the
network, dA is the code-style name for V 4 L: the array of 8L/8A.__, with the shape of
A. Row n of dY is written dy™ .

» The backward pass of a layer receives dY from above and returns dW, db, and dX for
the layer below.

« Amean loss over the batch is L = 1+ 3", £,,, where £, depends only on example n.
Targets are written 7' to keep Y for the layer's output.

Builds on: Jacobians and the chain rule, One-hidden-layer backprop, the whole backward

pass
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https://eulerpad.app/practice/jacobians-and-the-chain-rule
https://eulerpad.app/practice/one-hidden-layer-backprop
https://eulerpad.app/practice/one-hidden-layer-backprop

Problems

1. Give the shapes of X, W, b, Y and of dY, dW, db, dX. Show thatrown difficulty
of Y is the layer applied to example n alone.

2. Compute dW from index form. difficulty
3. Compute db. difficulty
4. Compute dX. Does it involve a sum over the batch? difficulty
5. Write dW as a sum of single-example gradients and show it is difficulty

X "dY. How many entries does the Jacobian of Y with respect to W have, and how many
are nonzero?

6. Mean loss: L = ;5 ||Y — T'||% with targets T € R¥*™. Compute dY, difficulty
dW and db. Where does the 1/N enter?

7. Let H = tanh(Z) elementwise, with Z ¢ RYV*™, Given dH, compute =~ difficulty
dZ without forming any Jacobian.

8. Masked softmax cross-entropy: logits Z € RV**, row-wise softmax difficulty

S, one-hot target rows T, and u € {0, 1}"¥ marking the real rows (padding has p,, = 0; at
least one p, = 1). With 4, = — >, Ty; log Spi, thelossis L = Y, pnly/ Y, ptn. Compute dZ,
and check the case where every p, = 1.

9. Gradient accumulation: split N rows into K micro-batches of B =  difficulty
N/K rows, with L") the mean loss over micro-batch j. Show that the full-batch mean loss
iSL=%Y, LY and give VL. What changes if the sizes differ?

10. Sequences: X € RV*Txd holds N sequences of T positions, and the difficulty
layer acts at every position: y(™) = W Tzt + p, with z(") position ¢ of sequence n.
Compute dW and db as matrix products.
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Answers
1L.X:Nxd,W:dxm,b:m,Y : N x m,and each dA has the shape of A; rown of Y is
) TW + "

2. dW = X 'dY (d x m)
.db=dY "1 (m)
dX =dY WT (N x d)

o A~ W

.Y 2™ dy(™MT = XTdY’; the Jacobian of Y with respect to W has Nm x dm entries, only
Ndm of them nonzero, and the matrix product never forms it

(o)}

AY = (Y =T);dW =+ X" (Y - T);db=x(Y - T)"1
7.dZ =(1-H®H)®dH (N x m)

8.dZ = ﬁ diag(p)(S — T); with every p,, = Litis (S — T)
9.L=%Y,LY soVyL =%, VwLV

10.dW = X7dY and db = dY ' 1, where X (NT x d) and dY (NT x m) stack every position of
every sequence as a row
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Worked solutions

Problem 1

Give the shapes of X, W, b, Y and of dY, dW, db, dX. Show that row n of Y is the layer applied

to example n alone.

XWis (N xd)(dxm)=N xm.

16" is (N x 1)(1 x m) = N x m, and

every row of itis b'.

Row n of XW is z(™WTW.

dA has the shape of A for every A.

A product needs the inner dimensions
to agree, so W has d rows, one per input
feature, and its m columns are the
output features.

(1b"),; = 1-b;. This is the matrix form
of adding b to every row, which array
code does by broadcasting.

Row n of a product is row n of the left
factor times the right factor.

It has one entry L /0A. .. per entry of A,
so that A — ndA is defined.

X: Nxd W:dxm,b:m,Y :N xm,
and each dA has the shape of 4; row
nofYisz™'W +b'

Problem 2

Compute dW from index form.
Ynj - Zz vavm + bj-

W;; appears in Y,,; for every n, with
coefficient X,;, and in no entry outside

column j.

oL
oWy

oL
" 9Y,;

> Xoni =D Xni dYy;.
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Row n uses only row n of X and the
shared W and b: the batch is V copies of
the single-example layer y = W'z + b,
one per row, sharing the parameters.

Index form of Y = XW + 1b".

Column j of W builds only column j of
Y, and every example uses the same W.

The chain rule sums over every entry of
Y that contains W;;; by step 2 that is
one entry per example.



(X ")in = X, and a sum over the
shared index n is the definition of the
matrix product.

dW = X'dY (d x m)

Problem 3

Compute db.

b; appears in Y;; for every n, with

coefficient 1.

OL/b; =3 dYp;.

(d x N)(N x m) = d x m, the shape of
W. The batch index is the one summed
over, which is why N is the inner
dimension of the product.

16" copies b’ into every row (Problem 1,
step 2).

The chain rule sums over the IV entries
that contain b;, each with derivative 1.

db=dY "1 (m)

Problem 4

(m x N)(N x 1) = m x 1, the shape of
b; multiplying by 1 sums each column of
dY, which array code writes as a sum
over axis 0. A bias added to every row
has its gradient summed over every row.

Compute dX. Does it involve a sum over the batch?

Xni appears in Y;,; for every j, with

coefficient W;;, and in no other row of Y.

OL
0X,;
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= 3. dYe; Wij = (dY W)

Example n feeds only row n: in a dense
layer the examples do not interact.

The chain rule sums over the entries of
row n that contain X,,;, one per output
feature; (W ');; = W;;.



(N x m)(m x d) = N x d, the shape of
X. The sum is over output features, not
over the batch: each example gets its
dX =dY W' (N x d) . . pes
own input gradient, and row n is
(W dy™)T, the single-example rule for

y=W'Tz +b.

Problem 5

Write dW as a sum of single-example gradients and show it is X ' dY'. How many entries does
the Jacobian of Y with respect to W have, and how many are nonzero?

For one example,y = W'z + bhas y; =
> ziWi; + bj, so its gradient with respect

to W has entries z; dy;: itisz dy ', d x m.

dw =Y, =™ dy™T.

For matrices A and C with rows ¢™ " and
T3 aMeT = ATC.

Flatten Y to Nm entries and W to dm;
the Jacobian is Nm x dm, and entry

(Yo, Wijr) is X,; if j' = j and 0 otherwise.

W;; appears only in y;, with coefficient
z;; an outer product ab' has entries a;b;.

Every example uses the same W, so the
loss reaches W through all N rows and
the contributions add.

(ATC)y; =X, ApCrj =, a”c the
(¢, 7) entry of the sum of outer products.

Y,; depends only on column j of W
(Problem 2, step 2), so for each of the
Nm outputs only d of the dm weights
give a nonzero entry: Nm - d in total.

Y.z dy™T = XTdY; the Jacobian
of Y with respect to W has Nm x dm
entries, only Ndm of them nonzero,
and the matrix product never

forms it
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Step 3with A = X, C = dY. X "dY costs
Ndm multiply-adds, the same as the
forward product X W, while the full
Jacobian has Ndm? entries: at N = 512
and d = m = 4096, about 3.5 x 10'3. The
matrix product is the vector-Jacobian
product of the Jacobians page, done for
the whole batch at once.



Problem 6
Mean loss: L = 51 ||Y — T'||% with targets T € R¥*™. Compute dY, dW and db. Where does the

1/N enter?

I — % S 4, with £, = %Hy(n) ) 2, The squared Frobefnus no.rm .1s the sum
of the squared entries, which is the sum

()T 4
where ¢ is row n of T'. of the squared row norms.

Only ¢, contains row n of Y, it carries

the factor +, and 3u* differentiates to w.
dy = %(Y —T), N x m. Step 2 for every entry.

Problems 2 and 3 hold for any dY’; they
never used where it came from.

dW = X"dY and db =dY "1.

The % enters once, in dY’, and every
later gradient is linear in dY’, so it
dy = % (Y -T);dW = %X T(Y —T); carries the factor without applying it
db = % Y -T)"1 again. dW is the average of the single-
example gradients; with a summed loss
it would be N times larger.

Problem 7
Let H = tanh(Z) elementwise, with Z € RV*™, Given dH, compute dZ without forming any

Jacobian.

tanh is applied to each entry on its own,
H,; depends only on Z,;. H IS app v

in every row.

Zy; reaches L only through H,, so th
OL/0Zy; = dHy; tanh'(Zy;). j reaches L only through Hy;, so the

chain rule has one term.

tanh'(u) = 1 — tanh? (w), SO tanh'( Znj) = Differentiate tanh = sinh / cosh with the
) quotient rule and use cosh® — sinh? = 1;
1- Hnj : the forward pass already saved H.
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dZ=(1-H®H)®dH (N xm)

Problem 8

1 — H ® H means 1 minus each entry of
H ® H.The Jacobian of H with respect
to Z is Nm x Nm and diagonal, with
these entries on the diagonal, so
multiplying by it is an elementwise
product: the batch changes the shape,
not the rule.

Masked softmax cross-entropy: logits Z € RV** row-wise softmax S, one-hot target rows T,

and u € {0,1}" marking the real rows (padding has u, = 0; at least one u, = 1). With £, =
— > Thilog Spi, thelossis L = " pnln/ >, pn. Compute dZ, and check the case where every

pn = 1.

Let M =Y p, = 1" p, the number of

1
real rows, so L = 52 > pnly.

Row n of Z feeds only 4,,, and V., £,, =
s — ¢ with 2T, T ()T row n of

Z,S,T.
Row n of dZ is 42 (s™ — ¢t(W)T.
Multiplying row n of a matrix by u,, for

every n, is multiplying it on the left by
diag ().

M > 1 by assumption, and it does not
depend on Z, so it is a constant for the
derivative.

The softmax is taken row by row; the
gradient is the softmax page's Problem 5
for example n.

¢, enters L with coefficient p, /M.

(diag(p) A)ni = pinAni-

dZ = g7, diag(u)(S — T); with every
b = 1itis L(5 - T)
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With every row real, diag(u) = I and
1"u = N: the softmax page's batched
result. Padding rows get a zero gradient
whatever their logits, and dividing by
the number of real rows, not by NV,
keeps the loss on the same scale
however much padding a batch carries.
In code diag(p) is never built: the mask
multiplies each row.



Problem 9
Gradient accumulation: split N rows into K micro-batches of B = N /K rows, with L) the
mean loss over micro-batch j. Show that the full-batch mean loss is L = % Zj L) and give
Vw L. What changes if the sizes differ?

Group the sum by micro-batch; each

L= % Zn bn = % Zj Znebatchj ln.

example is in exactly one.

L) is the mean of the B losses in micro-

A, = ()
Znebatchj tn B LY. batch j.

L:%ZjL(J’) :%EjL(j). N = KB.

The gradient of a sum is the sum of the
gradients, and + is a constant.

VwL =% Y, VwLY.

Accumulating the K micro-batch
gradients and dividing once by K
reproduces the full-batch gradient, up to
rounding. This needs the examples not

L=+% ; LU),so Vy L = = i VLY  tointeract, which holds for every layer
on this page; batch normalization,
which mixes examples, is the exception.
With sizes B; the same steps give
weights B;/N in place of 2.

Problem 10
Sequences: X € RV*Txd holds N sequences of T positions, and the layer acts at every

position: y™" = W z™" 4 b, with (™ position ¢ of sequence n. Compute dW and db as
matrix products.

Every position of every sequence uses
dW = En,t 2("!) dy9T and db = the same W and b, so each is an example
Zn’t dy("’t). in the sense of Problems 3 and 5, and

their contributions add.

Let X € RNTxd have one row z(™H)T per Stacking the pairs as rows turns the

pair (n, t), and dV € RNT*™ the rows double sum into a single su.m over the
NT rows; any order works if both use
dy™?T in the same order. the same one.
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Problem 5, step 3 and Problem 3 applied

dW = X7dY and db = d¥ "1, where X !0 the NT rows: (dx NT)(NT xm) =
d x m. A position-wise layer treats

(NT x d) and dY (NT x m) stack positions exactly like examples, so a

every position of every sequence as transformer's feed-forward and
projection layers see a batch of NT

arow .
rows. If the loss is a mean over all

positions, the factor in dY is ]%, not %

Where this goes wrong

1. Weight gradient in the outputs-by-inputs layout
The one-hidden-layer page computed Vyy, L = A, H, a product with the transposed delta on the
left, and that pattern is easy to carry from one layer to the next.

Y=XW+1b',Wisd xm,dY is N x Right so far: the layer and shapes of

m Problem 1.

The habit that causes the mistake: the
“The weight gradient is the upstream rule forY = XW' + 1b', where W is

gradient, transposed, times the input.” outputs by inputs, applied to a layer
stored inputs by outputs.

Itis (m x N)(N x d) = m x d, the
transpose of W's shape. InY = XW,
W;; multiplies X,,; into Y,;, so dW =

dW =dY "X
X X "dY (Problem 2). When d = m the
update runs and silently applies the
transpose.
2. Dividing by N twice

The bias gradient is often described as “the average of the deltas over the batch”, and with a
mean loss that description is true of the result, not of the formula.

Right so far: Problem 6, step 3. The 4 of
the mean loss is already inside dY'.

dy = L(Y - T)

1
N

The shortcut that causes the mistake:

“The bias gradient is the average of the
averaging rows of a dY" that already

upstream gradient over the batch.” carries the L
L.
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1
db=LdyT1x

Thatis 3 (Y — 7)1, N times too small.
The ruleis db = dY "1, a plain sum
(Problem 3), because the factor was
applied once at the loss (Problem 6).
The bias then learns N times more
slowly than the weights, and the gap
grows with the batch size.

3. Multiplying the upstream gradient by W instead of WT
The forward pass multiplies by W, and it is tempting to think the backward pass simply

multiplies by it again.

Y = XW +1b', and dX should have the
shape of X, N x d

“Backward goes through the same

weights, so multiply by W.”

dX =dY W X

Right so far: Problem 1.

The analogy that causes the mistake: the
backward pass uses the same weights,
but it runs the map in the opposite
direction, from m output features back
to d input features, which is what W'
does.

(N x m)(d x m) is undefined unless
m =d. TheruleisdX =dY W'
(Problem 4): 0L/0X,; = )" i AYniWij
sums over W's second index. For a
square W the product runs and sends
every gradient back along the wrong
weights.

4. Elementwise derivative applied as a matrix product
The chain rule is a product of Jacobians, and in a batch every factor looks like a matrix.

H =tanh(Z),and1—HO®His N xm

“The chain rule multiplies the upstream
gradient by the local derivative, so

multiply the matrices.”
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Right so far: Problem 7, step 3 gives the
derivative at every entry.

The analogy that causes the mistake: the
rule Vi, = J 'V for vectors, applied to
two N x m arrays as if the derivative
array were the Jacobian.
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dZ=dH(1-HGoH)" x

Itis (N xm)(m x N)=N x N,a
matrix over pairs of examples. The
Jacobian of an elementwise map is
diagonal, so multiplying by it is an
elementwise product: dZ = (1 - H ®
H) ® dH (Problem 7).

5. Summing micro-batch means without dividing by K
Gradient accumulation is usually written as a running sum of gradients, and the division at the

end is easy to leave out.

L = Y. LY with LU) the mean over

micro-batch j

“Accumulate the gradients of the micro-
batches; the result is the gradient of the
full batch.”

VwL = Ej VwL(j) X

Right so far: Problem 9, step 3.

The shortcut that causes the mistake:
true when each L) is a sum, or already
divided by the full N, but here each one
is a mean over B rows.

It is K times the full-batch gradient:
each LU) is already a mean, so the sum
of K of them must be divided by K
(Problem 9). Switching from one batch
of N to K micro-batches then multiplies
the effective learning rate by K, which
looks like a training instability rather
than an arithmetic slip.

More at eulerpad.app. This is one of 82 free practice sets with worked solutions at eulerpad.app/practice,

alongside guides to the topics behind them.

EulerPad, the app, reads your handwritten math on iPad, iPhone and Android and checks it line by line. It's

free to start.

This set is also Chapter 10 of Deep Learning Math by Hand, a 250-problem workbook with worked solutions:

eulerpad.app/workbooks

eulerpad.app/practice/batched-backprop
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